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This metadata schema describes the usage of METS and PREMIS preservation metadata to transfer assets between two partner’s archives in the MathArc project. Assets are exchanged to store information redundantly in two different preservation systems. These preservation systems are run by different partners and exchange their content (completely or partly) using the OAI-PMH. The metadata schema described in this document defines the METS stream used in the OAI-PMH.

1. Introduction

The MathArc project uses the Open Archive Initiative Protocol for Metadata Harvesting (OAI-PMH) for transferring metadata sets and content from one archive to another. Replicating content helps keep information safe--even if one organization or system drops out to political, technical, or another reason. To exchange content between systems we define here an a transfer format.. Although this format contains all the information kept in an internal AIP, it will probably be different from the internal AIPs each system uses.

OAI is also used to communicate with end-user systems such as a document management system (DMS). These systems may use OAI-requests to retrieve DIPs from the federated archive. A Query-Mediator will receive this request from end-user systems or other  retrieval interfaces and route the appropriate request to all associated partners. It will aggregate all responses and will return a consistent response to the end-user system. MathArc's goal is to create a federated archive to provide a long-term preservation service which allows document management systems to store their content, along with the metadata they need to provide a sustainable service. For that reason, MathArc uses a highly standarized but flexible metadata schema which allows the storage of all necessary metadata, and content data—all according to the needs of the underlying DMS, which may be used as the presentation system.

MathArc itself neither defines a technical system to preserve the data over a long period of time, nor does it describe any end-user system which disseminates and presents data to the end user. It defines just an exchange format and describes some functionality which is required to exchange data between repositories and to keep data consistent in different repositories.

Because the internal AIP is not standardized, each preservation system must be able to convert its internal AIP into a MathArc-formatted data stream.

In MathArc every AIP, SIP or DIP is defined as an “asset”. An asset is a digital representation of content which is going to be archived. For that reason the asset has a well-defined and rich set of metadata attached to the digital content. An asset is not restricted to containing a document at any particular level of granularity. A single asset can include a single articles, an issue, a volume or even whole journals.. Different end-user systems may have different document models – according to these models, the content of an asset may vary.

In addition to the archival metadata format defined here, the system will provide Dublin Core-simple metadata. According to OAI specifications, each system must support a Dublin Core metadata set, to provide descriptive metadata.

2. Structure of Metadata Schema

As mentioned above, an asset may represent different kind of digital content. The Metadata Encoding and Transmission Standard (METS) provides the flexibility to describe such a complex object, regardless of the different kinds of materials and media. Using a METS-based metadata schema in OAI-PMH allows us to store metadata, structure, and content in a single container. Every asset in the MathArc system may be represented by a METS-stream.

Every METS file can be used as both a SIP and a DIP, if it fulfils some minimum requirements:

· It must embed all necessary metadata.

· It must link to all content files that belong to an asset. A content file may be not only an image or full text file, but may also be metadata files in specific format, e.g. if they are used as an import-file for repository systems. In this case, these metadata files cannot be used as a target for referencing from the METS file to appropriate metadata sections.

· References to files or metadata must use the URI schema. The links need to be persistent, as the ingest process will be using them for collecting all the necessary content and metadata and  integrating it into the AIP.

The structure of the METS file stream consists of several different METS sections. Every stream may include additional information, which will be stored in the preservation systems (original and partner systems), but which will not be used for any actions or events. These metadata extensions are for internal purposes only.

Every METS stream must have the following sections:

· structMap: the structMap contains the logical structure of the Asset. The topmost <div> element represents the Asset and is used to attach all required metadata to the asset. Sub-elements (of the type <div>) may represent the logical structure of an asset (e.g. chapters, articles etc.). These elements are optional, but may be used to store descriptive metadata about articles. These descriptive metadata may be used for retrieval purposes in a QueryMediator. 

There must be only a single logical structMap within the METS stream This structMap will contain a “LOGICAL” value in the “type” attribute of the <structMap> element. All other structMaps will be stored in the archive as is, but will not parsed or used to build functionality on top of it.

· descriptive Metadata: Descriptive metadata section are stored in the dmdSec element. For MathArc, only sections attached to a <div> element and which contain Dublin Core simple metadata are parsed and indexed. Sections with other metadata will just be stored but won’t have any functionality. 

· fileset: MathArc support only a single fileSet. All files must be included in this fileSet. Only files from this fileSet will be transferred between the original archive and the partner archive. The fileset won’t support different fileGroups. The fileSet must only contain a single fileGroup.

3. Descriptive Metadata

All descriptive metadata must be stored in Dublin Core simple. All DC metadata fields are repeatable. Additional metadata (e.g. MODS metadata, MARC, Pica-metadata etc.) that is stored in the DIP will be stored in the AIP, if a metadata schema with an appropriate xml-namespace is available in the DIP. If assets are exchanged between partners, the exchange AIPs will always contain embedded descriptive metadata.

3.1. Identifier

For preservation reasons it is useful to attach identifiers to many single items. These identifiers must be persistent, as they should still be resolvable in the future, when assets are disseminated from the archive.

The OAI-PHM makes extensive use of these persistent identifiers as well. Every asset or its DC metadata can be disseminated by a single unique identifier.

The exchange AIPs must provide persistent identifiers for the following items:

· asset – every assets must be identified uniquely. This identifier is used to request an asset or its metadata from a single archive using OAI-PHM.

· every content file- this identifier is stored in the preservation metadata section (objectIdentifier)

· bibliographic metadata set for the asset – this metadata identifies the content, e.g. a journal, a volume, etc. Usually it is derived from bibliographic databases,  (e.g. OPAC). This identifier is not unique, as the same content may be contained in different assets (for example, in different versions after migration). The ISSN or SICI are examples of that kind of identifier.  These identifiers must be available for linking to and acting as a target for bibliographic databases,. These identifiers are stored in the dc:identifier-metadata field in the descriptive metadata section.

4. Technical Metadata

Technical metadata is stored in the techSec section in the METS file.

<amdSec ID=“abc“>


<techSec></techSec>


....

</amdSec>

Technical metadata describe the technical properties of an item. Every content file in the asset (all files in the FileSec) must have at least one appropriate technical metadata section. The metadata schema used is format dependent; format independent technical metadata such as file size, mime-type and a hash value are not stored in the technical metadata section. METS itself provides appropriate attributes in the <file> element.

 The following formats are currently supported by MathArc:

· MIX for still images

· TextMD  for text files as xml based TEI.

· metadata extracted by the JHOVE tool for other format types as PDF. As JHOVE provides its own schema, this technical metadata can also be validated.

There is no current functionality attached to technical metadata in MathArc. In a distributed archive the technical metadata might be used for preservation planning —to  prepare for migration or to find information about formats ingested into the distributed archive. For that reason the local archives should index technical metadata as well. 

5. Preservation Metadata

The PREMIS schema is used for preservation metadata. In order to be adopted in a METS-based document, PREMIS consists of four different schema. The different schema can be used independently from each other. In MathArc the following PREMIS schemas  are used:

· object: contains information about an asset or a single file 

· event: contains information about migration (on file level) or information about transferring or deleting a whole asset in one of the partner's archive.

Rights information is not used in the MathArc format. (It could become necessary if we decide not to use collection-level, OAI set-based rights information, which is stored in the MathArc registry.)

As described above, METS provides four different sections of administrative metadata. Usually preservation metadata is stored in the <digiprovMD> section of a METS document. Although PREMIS metadata may contain technical metadata, for example, format descriptions—information that MathArc is already storing in the METS techSec section—all   PREMIS metadata for the object will be stored within the <digiprovMD> element in order to be able  to validate the xml stream against the PREMIS schema. 

5.1. Assets

The asset itself is stored as the topmost <div> element in the METS logical structMap. 

5.1.1. objectIdentifier

Every Asset has a unique and persistent identifier. This identifier specifies a specific asset;  predecessors or successors or even other instances of the same digital content are regarded as separate assets and will have their own identifiers. Assets can be linked using the asset identifier stored in this element. This identifier will be used as the OAI identifier as well;  all OAI-PHM requests will use this identifier. 

The IdentifierType is always MathArc. MathArc identifiers are resolvable using central and local MathArc resolvers (see document architecture document).
Example:

<mets:structMap TYPE=”LOGICAL”>


<mets:div id=”internal_identifier” admid=”ADM001”>

</mets:structMap>

<mets:amdSec id= ”ADM001”>

   <mets:digiprovSec>

      <premis:object>


   <premis:objectIdentifier>



<premis:objectIdentifierType>MathArc</objectIdentifierType>


      <premis:objectIdentifierValue>

http://purl.here….

</objectIdentifierValue>


   </premis:objectIdentifier>

       </premis:object>

   </mets :digiprovSec>

</mets:amdSec>
5.1.2. preservationLevel

The preservation level in MathArc is not stored within each asset, but rather in the MathArc registry, as is all the other policy information on the OAI set level. As the preservationLevel element is mandatory, according to the PREMIS data dictionary, its value is set to “0”.

Example:

<premis:object>


<premis:preservationLevel>0</premis: preservationLevel >
</premis:object>
5.1.3. objectCategory

For assets the value of this object is always „representation“. This element is mandatory.

Example:

<premis:object>


<premis:objectCategory>representation</premis:objectCategory>
</premis:object>
5.1.4. creatingApplication

This element contains the name and version of the software which created the original SIP. This software is not part the MathArc software, but belongs to the partner’s workflow tools. Even though these workflow tools may create proprietary SIPs to be ingested into a local preservation system, the software is mentioned here, as it gives an indication of what kind of metadata and structural data (MathArc and additional metadata) will be found in this asset.

Example:

<creatingApplication>


<creatingApplicationName>SIP Loader</creatingApplicationName>


<creatingApplicationVersion>0.1</creatingApplicationVersion>


<DateCreatedByApplication>2005-12-31</DateCreatedByApplication>

</creatingApplication>
5.1.5. Environment

This element describes the environment needed to render and to interact with the complex object. In MathArc the content delivery platform (a DMS) can be described here. Though no functionality in MathArc are based on this information, every partner must provide this information for every asset due to preservation reasons. Especially in scenarios in which a partner drops out (temporarily or permanently), it might be helpful, that other partners are able to understand and use (depends on policy issues) the asset for end-user presentation. 

The <environmentCharateristics> element is used to distinguish between different environments. If several end-user systems are available to render and interact with the asset's content, separate <environment> elements must be used to describe these different systems. Using the <environmentCharacteristics> element is used to name these different environments. 

The <dependency> element is used to describe any dependencies of this asset to other, non-software items such as schemas, DTDs, templates or configuration files. Each dependency consists of a name and an identifier stored in the <dependencyName> and <dependencyIdentifier> elements. According to the PREMIS Data Dictionary, both elements are optional. The use of dependencies in MathArc is recommended.

The <software> element contains the software dependencies. All the software packages needed to build a system which can interact and render the asset's content are included here. This may be information about the operating system, the web-server, the document management system, or other runtime information—databases, for example. It is recommended that this element be used in MathArc to describe the software environment as accurately as possible, so that the same environment could be rebuilt in the future in order to interact and render the asset's content. Every software package should be described in a separate <software> element.

The <hardware> element contains the description of the hardware environment on which the software runs.

At the moment there isn’t any policy between MathArc partners to define the level of detail for the environment information. Potential questions are dependencies between software entities used to build a whole system (e.g. servlets, databases, and web services) and the required hardware for running this software.

As no functionality in MathArc is attached to this information yet, this is left up to discussion.
Example:

<object>


<environment>



<environmentCharacteristics>AGORA-DMS 2.0</environmentCharacteristics>



<dependency>


<dependencyName>View-Template for page views</dependencyName>


<dependencyIdentifier>file://usr/tomcat/webapps/agora/view.html  </dependencyIdentifier>


.....



</dependency>



<software>




<swName>AGORA</swName>




<swVersion>2.0</swVersion>




<swType>Document Management</swType>




<swDependency>Apache Tomcat 5.5</swDependency>




<swDependency>Java 1.4</swDependency>




<swDependency>MySQL 4.1</swDependency>



</software>



<hardware>




<hwName>Sun Fire V440</hwName>




<hwType>Ultra Sparc IV</hwType>




<hwOtherInformation></hwOtherInformation>



</hardware>


</environment>


<environment>



<environmentCharacteristics>AGORA-DMS 1.5</environmentCharacteristics>



....


</environment>


....

</object>

5.1.6. Relationship

Assets can be connected to other assets. This is  the case after a migration has taken place. Both assets, the old, source asset and the newly migrated asset, can be connected to each other. It is necessary to keep the information about an asset’s predecessor and successor in order to record and maintain information about the whole preservation history—the asset tree.

The MathArc metadata schema provides a link only from the migrated asset to its predecessor, as no modifications to the predecessor (to add a link to its successor) can be made. 

The <relationshipType> and the <relationshipSubType> element will always contain the same values as shown in the example.

The value of <relatedObjectIdentifierValue> is the identifier of the predecessor. Whenever we have a predecessor, there must be an event attached to it. This event is stored in the event section. The relatedEventIdentification element will link to this event. Therefore the <relatedEventIdentifierValue> must contain the identifier (internal identifier) of an event which will be described in the same METS stream.

Example:

<object>

    ….

   <relationship>

      <relationshipType>derivation</ relationshipType>

      <relationshipSubType>has predecessor</ relationshipSubType>

      <relatedObjectIdentification>

         <relatedObjectIdentifierType>MathArc</relatedObjectIdentifierType>

         <relatedObjectIdentifierValue>Asset_identifier</relatedObjectIdentifierValue>

         <relatedObjectSequence>0</ relatedObjectSequence >

      </relatedObjectIdentification>

      <relatedEventIdentification>

          <relatedEventIdentifierType>internal_event</relatedEventIdentifierType>

          <relatedEventIdentifierValue>event_value</relatedEventIdentifierValue>

      </ relatedEventIdentification>

   </relationship>

</object>
5.1.7. Events

An event is the result of a concrete action executed on a certain asset. A single event is always attached to just one asset. During a migration process of a set of images, for example, the migration of Image A and Image B, even if done by the same process, would result in two different events. To distinguish between two events, every event has an  individual unique identifier.

Events are stored in an individual section, not within an object in METS. This section is also part of the <digiprovMD> section in METS. 

Example:

<mets:admSec>

   <mets:digiprovMD>

      <premis:object>


….

      </premis:object>

      <premis:event>

           ...

      </premis:event>

   <mets:digiprovMD>

<mets:admSec>
If several events occur, the event section must be repeated. Each section can contain only a single event.

Every event in MathArc must contain the following information:

· The eventIdentifier consists of an identifier type and a value. Both type and value are used according the partner’s preservation system. They must only be unique within each METS stream. This identifier is used to link from a relationship to an event.

· The eventType gives the type of event which occurred. There are several standarized events in MathArc. These events are highly functional and will cause actions on the receiving partner’s side. See the scenario document for the descriptions of events and the scenarios in which they might occur.

Controlled Vocabulary for premis:eventType:

· deletion – The “tombstone” asset descriptor contains this value to indicate that the asset has been deleted.

· migration – The asset is the result of a migration of another asset.

· replacement – The asset is a replacement for another asset, perhaps faulty in some way.

· updateAssetMetadata – The asset descriptor is being updated, but the content files are not.

· inconsistencyDiscovered – During a consistency check, an asset has been found to have been corrupted. 

· The eventDateTime is the date and the time when the event occurs. Date and time should be given according to ISO 8601 (e.g. “19930214T131030" or "1993-02-14T13:10:30” are permitted values).

Further information, such as eventDetail, eventOutcome , or linked agents or objects, are optional. These values are not analyzed by the MathArc software.

Example:

<premis:event>

   <premis:eventIdentifier>

   </premis:eventIdentifier>

   <premis:eventType>deletion</premis:eventType>

   <premis:eventDateTime>19930214T131030</premis:eventDateTime>

   <premis:eventDetail>type whatever you want</premis:eventDetail>

   ...

</premis:event>
5.2. Files

A File in the MathArc context is a bitstream stored in a file system, which contains the content of the asset. All files, together with the description in the METS stream, make up a complex object, which describes an electronic document in a standarized way, according to the preservation policy of the original archive. As mentioned above, the content files themselves are referenced in the <fileSec>. Appropriate metadata sections can be logically attached to each file to store administrative and descriptive metadata about the file. MathArc requires only an administrative metadata section, which must contain technical metadata (techMD) and provenance metadata (digiprovMD). The digital provenance metadata are stored using the PREMIS metadata schema.

Example:

<mets:amdSec>

   <mets:techMD>

   </mets:techMD>

   <mets:digiprovMD>

      <premis:object>

          …

      </premis:object>

   </mets:digiprovMD>

</mets:amdSec>

<mets:fileSec>

   <mets:fileGrp>

      <mets:file CHECKSUM=”…” CHECKSUMTYPE=”MD5” SIZE=”1234”>

          <mets:FLocat ... />

      </mets:file>

      ...

   <mets:fileGrp>

</mets:fileSec>
5.2.1. objectIdentifier

The objectIdentifier identifies a file uniquely inside the federated archive. The identifier must be unique and persistent.

In MathArc only URIs are supported as unique identifiers. Every partner who creates these identifiers must provide an appropriate resolution mechanism for these URIs.

Example:

<object>


<objectIdentifier>



<objectIdentifierType>URI</objectIdentifierType>


<objectIdentifierValue>http//resolver.sub.uni-goettingen.de/matharc/1</objectIdentifierValue>


</objectIdentifier>


...

</object>
5.2.2. preservationLevel

The preservation level in MathArc is not stored within each asset, but, as with all other policy information, set-level metadata is stored  in the MathArc registry. As the preservationLevel element is mandatory according to the PREMIS data dictionary, its value is set to “0”.

Example:

<premis:object>


<premis:preservationLevel>0</premis: preservationLevel >
</premis:object>
5.2.3. objectCategory

For files the value of this object is always “file”.

Example:

<object>


<objectCategory>file</objectCategory>

</object>
5.2.4. objectCharacteristics

The <objectCharacteristics> element contains technical properties of a file.

All messageDigest elements are not supported in MathArc; instead the CHECKSUM and CHECKSUMTYPE attributes are used in the METS <file> element to store an MD5 hash of the file. The PREMIS <fixity> element is not supported, to avoid the possible inconsistencies caused by storing information redundantly.

The PREMIS <size> element is not supported in MathArc; the METS SIZE attribute of the <file> element is used instead.

MathArc does not require any format information at the file level, as no functionality is based on it. For preservation reasons the mime-type of a file is mandatory as a minimal base. Additional format information can be stored in the technical metadata section, in which individual metadata for each file should be stored. PREMIS supports format information to point to registries etc. This information is optional for MathArc. In the case no format information is stored in the PREMIS section, at least an empty <format>-element must be provided to be compliant with the PREMIS metadata schema.

The <compositionLevel> element stores information whether the file needs to be unbundled or decrypted before it can be used. As we do not intend to archive gzipped or tarred files, the value of this element will always be “0”.

Example:

<object>


<objectCharacteristics>



<compositionLevel>0</compositionLevel>



<format></format>


</objectCharacteristics>

</object>
5.2.5. creatingApplication

The creatingApplication for each file contains information about which application has created the specific file. As this information is usually included in technical metadata –MIX, for example—this element is NOT used in MathArc.

It may be used, if the chosen technical metadata schema does not provide this information, for example, in case we export any database contents into some xml format which is NOT known by common programs as JHOVE.

Example:

<creatingApplication>


<creatingApplicationName>Database-XML converter</creatingApplicationName>


<creatingApplicationVersion>0.1</creatingApplicationVersion>


<DateCreatedByApplication>2005-12-31</DateCreatedByApplication>

</creatingApplication>
5.2.6. originalName

The element <originalName> contains the name of the file in its ingested version. The exchange AIP will not use these filenames, but instead will use the unique identifiers stored in the <objectIdentifier> element. This field contains the filename of the content file in the SIP; when disseminating assets from the MathArc archive, the content files can be renamed in the same way. The <originalName> element must be available in all three information packages.

Example:

<object>


<originalName>../behruebe/00000001.tif</originalName>

</object>
5.2.7. Events

Events on the file level indicate that a file itself has changed. Whenever a single file changes, a new asset is created. Therefore each addition of an event will result in an event element for the asset as well. The event element on the file level will allow the MathArc software to get a more detailed knowledge about the changed data.

There are only two possible events which may occur on the file level:

· a file was migrated – in this case the event “migration” is stored here.

· a file contains an invalid hash – during internal consistency checks at the original archive a different checksum is calculated than is stored in the checksum attribute for a file in the METS-stream. In this case the original archive “sends” a new METS-stream containing the old checksum, the current file and an event of the type “inconsistency discovered” for the appropriate file.

Example:

<premis:event>

   <premis:eventIdentifier>MIGR_GDZ_20050920_0001</premis:eventIdentifier>

   <premis:eventType>migration</premis:eventType>

   <premis:eventDateTime>20050920T131030</premis:eventDateTime>

   <premis:eventDetail>type whatever you want</premis:eventDetail>

   ...

</premis:event>
